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Abstract—This paper concerns itself with the importance and
application of robotic inference. Our goal is to explain the
formulation behind choosing a network, collecting data, and the
tweaking of parameters for increased accuracy. Results were
obtained achieving high accuracy and low inference time. Using
NVIDIA’s DIGITS workflow and its ability to rapidly prototype
models allowed for several iterations of tuning of the classification
networks created. Models were created for two applications: a
sorting system for candy boxes, and a sorting systems for an
orange highlighter. For the first application, an accuracy of
75.41% and an average inference time of 4.3 milliseconds was
achieved while training using the AlexNet model. The seond
application had a test accuracy of 92.1% and a inference time
of 4.4 milliseconds by training on the AlexNET model. Real
time tests for the highlighter system on the Jetson TX2 showed
capability to be used in real world scenarios to perform the
menial task of sorting writing utensils.
Index Terms—robotic inference, deep learning

I. I NTRODUCTION
A. Motivation for Study
The process of autonomy is crucial in robotics. Robots need
to be able to sense their environments as humans do to replace
menial tasks as sorting a candy bar or types of pens. For a
candy bar, the robot should be able to sense that something
is a candy bar by its color or box-like shape. Similarly for a
highlighter, the robot should be able to sense that an object
is a highlighter due to its color and cylindrical shape. Even
for a human to go to the store, it takes a while to scan every
object and find the exact one that he or she needs. The task of
replacing this time-consuming role in commercial scenarios,
warehouse scenarios (sorting systems), or even residential
scenarios can prove to be worthwhile and successful if the
correct formulation is followed.

seen by the human eye. Another common misconception is
that neural networks are much heavier and thus, cannot be
deployed in real time settings. The training cannot be done
in real time and can be a very lengthy process (depending on
the amount of data) but after this is done, a set of weights
are produced. Usage of these weights in the model during
simulation are simple matrix multiplications that computers
can process extremely quickly. Thus, the use of deep neural
networks in chosen for the task of classification.
C. Robotic Inference
Classification in real time requires a low inference time
(time to process an image and receive a list of probable
outcomes) and high accuracy. There are 4 main steps to
achieve the goal of high-accuracy and low inference time
classification. First, a network must be chosen. This could be
one of the streamlined networks such as VGG-16, GoogLeNet,
or AlexNet, a modified version of these which can be edited
in the NVIDIA DIGITS workspace, or a network created for
the specific task. All of these are appropriate for this task, but
have varying difficulty with creating a new network being the
most difficult. In this scenario, the network chosen to train on
was the AlexNet. Second, data must be acquired. This step is
the most time consuming. In this step, the size of the image,
background, and classes must be decided. Third, the model
must be trained with the chosen parameters and network using
the NVIDIA DIGITS workspace. Accuracies for the validation
and test set can be obtained here, but these will not correspond
perfectly to real life. Thus, the last step is testing. In this step,
one can either upload a ton of new test images to the NVIDIA
DIGITS workspace or choose to test in real time on the Jetson
TX2. Each step will be expanded on in the coming sections.

B. Deep Learning
A sound question can be posed for the need of Deep
Learning. Simple methods such as color sorting or point
cloud processing methods such at Iterative Closest Point or
RANSAC plane fitting can be used to detect object of certain
colors or shape respectively. More so, these can be combined
to achieve a higher accuracy (such as using RGBD data).
Deep neural networks and the corresponding weights achieved
after training can be used to achieve much higher accuracies
if trained properly. This is due to the fact that they have
many layers (noted by the term deep in deep neural networks)
and each layer can be thought of as a filter. So instead of
just using a color and a shape to describe an object, it uses
much more criteria that are subtle and sometimes cannot be

II. C HOICE OF N ETWORK
Several networks can be chosen for the image classification
task. As stated above, this experiment used the classic AlexNet
deep neural network. Other options include GoogLeNet,
VGG, ResNet, and Inception. Each of these have their own
model architecture and corresponding speed/accuracy trade
off. AlexNet was chosen because it was one of the first
famous convolution neural nets. As this application was very
specific, it was pertinent and easier to start at a basic model
and change it to the application preference rather than start
with an advanced model (with higher order) and try to work
backwards. Another key factor in choosing AlexNet is that
it is widely used and thus, many applications and articles

contain information about what occurs when hyper-parameters
are changed.
A. AlexNet Architecture
The AlexNet neural network has 8 layers. The first 5 are
convolutional and the last 3 are fully connected. Below is a
diagram describing the architecture of AlexNet obtained from
the original paper. A notable aspect of this network it is split

For the second stage, where one’s own robotic inference idea
had to be selected, data had to be collected. The second stage
of this project focused on identifying a certain highlighter. As
this idea was generated, applications included a sorting system
for residential use. Many people dump all their writing utensils
into one box while cleaning, and later find this distressful
when they are looking for a specific pen or highlighter. A
classification network is a perfect method to fixing this issue.
This classification network had 3 classes: orange highlighter
(item that is being searched for), other highlighter, and no
highlighter.
A. Image Collection

Fig. 1. Architecture of AlexNet

to train on two GPUs. There are slight differences between
the original architecture and the modified version supplied by
the Nvidia workspace. From here on, the architecture of the
network provided by the workspace will be discussed. This
network accepts color images with size 256 x 256. This is
then cropped to achieve a total size of 227 x 227 x 3. The
first convolutional layer has 96 filters with a size of 11 x
11 x3. Next, a Rectified Linear Unit activation function or
”RELU” is used to allow for nonlinear fitting. This is then
normalized and fed into a max pooling layer followed by
convolution. This has a max kernel size of 11 and a stride of 4.
This feature is necessary because it reduces computation and
the chance of over-fitting the model. This pattern is followed
again with a second convolution with kernel size of 5 and
stride of 1. The ReLU is performed on this layer and then
it is normalized and pooled (max pooling). The output from
the max pooling layer is fed into a third convolution. After
this convolution, the ”ReLU” function is performed. Layers
4 and 5 follow this pattern of convolution and ReLU. The
output of the fifth convolution is then max pooled with a
kernel size of 3 and stride of 2. As stated above, the last
three layers are fully connected layers and are very dense.
These layers connect every neuron in one layer to every neuron
in another layer. Alongside this, the ReLU function is used
and the dropout technique. The dropout is a regularization
technique to reduce over-fitting. Layer 8 does not have any
dropout or ReLU activation The output of this neural network
is fed into a softmax function which will output probabilities.
In this step, the loss and accuracy are calculated as well.
Another factor that played into choosing AlexNet was its usage
on household items described by several papers online. This
excess of resources allowed for thorough research to easily be
conducted.
III. DATA ACQUISITION
Data acquisition is one of the most important parts in getting
the robotic inferencing system working. This step is usually the
most time-consuming as well. For the first part of this project,
data was supplied by Udacity and this step was not required.

The size of the images were predetermined by the network
and had to be color images of size 256 x 256. Udacity
recommended taking about 400 images per class. As this
system was designed for a conveyor belt type system, all
images were taken on a flat color background. Images without
a highlighter were on this blank surface. Images with the highlighter contained it in a random orientation, random placement,
and random lighting. An important characteristic to capture
is the data is the view of all sides of the object. The camera
used to take the images was the Lenovo EasyCamera Webcam,
which is the webcam attached to the Lenovo ideapad 700. This
was used primarily because of driver issues with the external
webcam. Highlighters were placed with transparent tape on
a wall. The setup is shown below. Each picture was taken

Fig. 2. Image Collection Setup

using a python script provided by Udacity. In each picture
(for the class of orange highlighter, and other highlighter)
the highlighter was rotated and/or moved about the image.
Then three pictures at different lighting would be taken for
this orientation and spin. The spin of the highlighter mattered
because some had writing on one side, or a clasp to latch
onto notebooks. Note that these images had to be downsized
during preprocessing to the size of 256 x 256 as the webcam
resolution was much higher. 408, 404, and 401 images were
taken for the orange highlighter, other highlighters, and no
highlighter respectively. After this, 51 more images were taken
as test images, where 18 were of no highlighter, 18 for other
highlighters, and 17 for the orange highlighter. Note all these

images were taken with the same background. As this was
meant for a sorting system, the assumption of a constant
background was made and justified. Below are presentations
of an image from each class. The other highlighter class was

Fig. 3. Sample Orange Highlighter Image

IV. T RAINING PARAMETERS
Now the discussion will switch back to both models, for
candy box sorting and highlighter sorting. The same network
was used to train both of the models used in inference.
Slight differences will be noted. Starting with the number
of categories, both classification tasks had three categories.
Before training, percentages were assigned for training data,
validation data, and test data. For the candy box, 25% were
selected for validation. This resulted in 7570 training images
and 2524 validation images. For the highlighter, 65% were
selected for training, 25% for validation, and 10% for test
images. This resulted in 789 images for training, 303 for
validation, and 121 for testing. As there was no evaluation
check created by Udacity, a test set would provide a reasonable
estimate of the accuracy in the real world. As will be expanded
on in the results section, the test accuracy was extremely
high, and thus, new test images were captured and tested on
separately through the DIGITS workspace. Both models were
trained with 30 epochs, with a snapshot and validation interval
of 1. Both also started with a base learning rate of .01 that
decays over epochs. This decay decreases the likelihood of
overfitting.
V. R ESULTS

Fig. 4. Sample Other Highlighter Image

Below are the results obtained post-training and from
model-testing. First, the results from the candy box classification will be presented and analyzed. Following that, the
highlighter classification results will be presented and analyzed. The goal of this experiment is to achieve at least 75%
accuracy with an inference time of less than 10 milliseconds.
These are values that make sure the classification is viable in
the real world.
A. Candy Box Classification
After 30 epochs of training, the model was given an
accuracy of near to 100%. Below is the learning curve for
this model. As can be seen, this quickly approaches a high

Fig. 5. Sample No Highlighter Image

a collection of ten highlighters of varying colors, sizes, and
shapes. For robustness, highlighters were chosen with size or
color similarities as the orange. Also, a white light can be
seen in the image. That is the lighting being varied, to shine
on different parts of the highlighter. This added robustness
to the deep learning by accounting for changes in light that
occur naturally throughout the day (sun) or by varying lighting
fixtures placed at different locations found through residential
areas. These images were saved into a folder with their class
names and uploaded to the NVIDIA workspace.

Fig. 6. Learning Curves

accuracy after 5 epochs, and then the loss and accuracies

are constant. This shows that not many epochs are need to
train this data. In most cases, an accuracy of 100% is not
achievable in the field. Thus, a real world test must be done.
As this data set was given to the students by Udacity, they have
also created a way for model evaluation. Running the evaluate
command in the Udacity terminal, an average inference time
and accuracy will be determined for a given model. Below are
the command outputs showcasing the average inference time
of 4.3 milliseconds and a accuracy of 75.4%. These results

18 images were of no highlighter. The second 18 were of
other highlighters. The last 17 were of the orange highlighter.
These results are presented in the below 4 pictures. A more

Fig. 10. Image Test Results for Images 1-13

Fig. 7. Inference Time for Candy Box Classification

Fig. 8. Evaluation Accuracy for Candy Box Classification

Fig. 11. Image Test Results for Images 14-30

meet the criteria for real life usage.
B. Highlighter Classification
Below are the learning curves generated after the model was
trained. As can be seen, this training curve is fairly erratic. A

Fig. 12. Image Test Results for Images 31-47

Fig. 9. Learning Curves for Highlighter Classification
Fig. 13. Image Test Results for Images 48-51

good sign is that the training loss is converging and getting
smaller. This model achieves an accuracy of 99.5%. Obviously,
this value cannot be trusted as the value for real life simulation.
Thus, the test accuracy is observed, and this was also near
100%. This posed an issue, as there might be an error resulting
in very high accuracy. In many cases, data that is not diverse
can lead to something like this. Thus, 51 new test images were
taken with some new highlighters (not in the training data),
some old, the orange highlighter, and with nothing. The first

qualitative analysis for one picture is shown below.
By the quantitative results, this experiment received an
accuracy of 47/51 images or 92%. This was slightly lower than
the predicted test accuracy but is still far above the standard
of 75%. The inference time could be measured by the evaluate
command given by Udacity. This command outputted a runtime of 4.3 milliseconds. The command output is displayed
below. Thus, this scenario is viable for real time testing. This

Fig. 14. Highlighter Classified Correctly

accuracy of 75.4% and 4.3 millisecond inference time and
achieving a highlighter classification model with an accuracy
of 92% and 4.3 millisecond inference time. Furthermore,
the highlighter model was tested in real time and produced
impressive results that displayed the ability to work in a
classification conveyor belt setting. Future work for the candy
box model includes testing networks with increased layers
such as the popular VGG-16 or a ResNet-50 in the hopes
of achieving higher accuracy. For the highlighter model, an
expansion to general writing utensils by creating more classes
would increase the usefulness of the model. With the current
results, expansions of this model into creating a servo system
to simply sort tons of writing utensils into boxes could be a
useful invention that could be used in industry or residential
areas.
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Fig. 15. Inference Time for Highlighter Classification

model was then downloaded off the Nvidia workspace and
tested in real time on the Nvidia Jetson TX2. Running the
model in image-net resulted in results that went beyond the
scope of traditional classification. As this model was trained
for a flat color background, expectations in other conditions
are fairly low. While testing, the Jetson was able to accurately
identify classes (orange highlighter, other highlighter, no highlighter) with other images in the background including a hand,
and a laptop. Also, it performed well with partial views of the
orange highlighter.
VI. D ISCUSSION
The results of the trained models proved impressive. The
ability to achieve low inference times with high accuracy
can lead to a powerful system. After testing the highlighter
identification model first hand, it was surprising to see the
robustness of the system. AlexNet was found to be an ideal
classification network for images of highlighters and candy
boxes. While the generalization that this network will work in
every scenario cannot be made, the statement that the network
itself without any added layers has ability to produce robust
and high accuracy models is true. While speed and accuracy
are clear trade-offs as presented in the Canziani analysis, in
real time simulation it was found that speed is more important
than accuracy. The ability to run the same image through a
network multiple times is accomplished by a high frame rate.
For a high frame rate, a low inference time is required. Thus,
even if the accuracy is low, several runs through the model
will results in a higher probability of correct identification.
VII. C ONCLUSION
This report presented a methodical approach to solving a
robotic inferencing problem. The task of choosing a network,
collecting data, network parameter identification, model training, and real-time simulation was achieved. Notable results
include achieving a candy box classification model with an
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